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Abstract— Analysing complex scenes in detail over wide
visual fields requires massive computational resources when
performed in parallel. One solution to this problem, used in pri-
mates, is active vision. Here detailed analysis is concentrated at
a central, foveal, area, while more peripheral areas receive only
sufficient analysis to detect phasic stimuli and behaviourally
relevant cues. By shifting the focus of gaze this foveal area can
be brought to bear on important targets. Reverse engineering
of the primate solution using biologically inspired modeling
and experimental visual psychophysics promises, in the long
run, robotic solutions with similar performance to humans.
In this paper we describe, and quantitatively characterise,
novel hardware and software infrastructure to investigate active
vision in this way. The hardware comprises two components.
First, an immersive (240 deg) visual display, with associated
projection and image composition software, allows realistic
rendering of a variety of images - from simple psychophysical
stimuli to complex scenes that preserve real-world geometry.
Second, a custom-made pan-tilt head and camera arrangement
provides saccades with speed and duration similar to that of
humans. The software comprises two main components: a suite
of middleware (BRAHMS) for integrating hardware controllers
and the models of visual processing, and a set of simulation
modules (MODLIN) working within BRAHMS which facili-
tates rapid development of large scale biologically plausible
models. Crucially, BRAHMS also facilitates deployment of the
models across parallel (clustered) computer hardware. The
performance gains obtained in this way can approach a linear
speedup with the number of nodes. These components, working
together, provide a complete framework for investigating active
vision in both robotic and human subjects.

I. INTRODUCTION
As the complexity of a visual scene, and the number of

visual objects that an autonomous agent must respond to,
increases, the amount of computation required to process
the scene also increases in a combinatorial manner. The
biological solution to this problem in primates is active
vision. Active vision solves the computational bottleneck
by redirecting a high resolution fovea at the centre of the
visual field to objects of interest. A low resolution periphery
can respond to phasic stimuli such as threats, and provide
evidence for redirecting gaze [1].

An active vision model will therefore be able to process
information in great detail across a much wider angular
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space than a passive model utilising the same computational
resources, by redirecting high resolution hardware to targets
located on lower resolution wide angle hardware.

Hence, our aim is to explore active vision by the creation
of biologically inspired models of the visual system. Two
main competencies found in the primate visual system are
addressed. Firstly there is the extraction of object identity.
This is undertaken in primates in the ventrally located, hierar-
chically organised section of visual cortex termed the ’what’
pathway [2], with neurons responding to complex object
identities located in the inferior parts of temporal cortex
[3]). The hierarchy can be viewed as a slow transformation
between a spatial mapping of simple visual features (e.g.
edge orientations), to an object-based mapping of complex
visual representations (e.g. hands and faces). At each stage
of the hierarchy this remapping trades some information on
spatial location for greater representation complexity. This is
an elegant solution to the problem of memory requirements -
recognising every object in the world at every location would
require massive resources. Recovery of the spatial informa-
tion can be performed using the feedback of information
back down this hierarchy [4]. The second competency we
address is the limited processing of simple, phasic, stimuli
in the visual periphery (undertaken in superior colliculus [5]).
Our models must deal with the resolution of the conflicting
demands that these visual competencies make when trying
to redirect gaze to different parts of the visual scene. The
resolution of this conflict is believed to take place in the
dorsal, ’where’, part of the visual system [6] by means of
recurrent loops through cortical areas (such as the frontal eye
fields) and a set of subcortical structures known as the basal
ganglia [7].

We have constructed biologically plausible models of the
relevant brain areas for performing these tasks, and these
are described elsewhere ([8], [4]). In this paper we focus
on the implementation issues, noting that these complex
and anatomically extensive neural models require significant
computing power to execute rapidly, certainly more than can
be provided with current consumer single processors. To
solve this problem, therefore, we investigate the computa-
tional advantages of running the models on parallel hardware
- with the aim of achieving realtime performance our models
running on our robotics platform; a ’robotic eye’ in the form
of a camera mounted in the cage of a motorised pan-tilt head.

In order to investigate the behaviours of our active vision
model we decided to create an environment to fully immerse
the robotic eye, and thus our active vision model, in a visual
world, and present it with a wide range of stimuli. In order



Fig. 1. Top: the immersive environment (human for scale). Bottom: the
robot, showing the motor and cable drum locations.

to also satisfy our aim of comparing the model against
human subjects this environment must be capable containing
a human and providing them the same experience as the
computational model.

To produce a useful autonomous agent, it is also an aim
to run our computational models in realtime, with parity
between the simulation internal clock and the lab wall clock,
by utilising distributed cluster computing.

II. SOLUTIONS

In order to achieve our aims we require an integrated
solution that performs to our specifications in three major
areas. Firstly there is the immersive visual environment,
secondly the robotic eye, and thirdly the computational
backend to allow our models to be run at realtime speeds.
In the next three subsections we will describe the mechanics
of the solutions to each of these problems.

Fig. 2. A demonstration of one possible source of stimuli. a) A virtual
world is simulated using Webots, supplied by Cyberbotics, b) four pinhole
cameras capture images and transmit them to c) the stitcher, where they are
combined and distorted, before d) projection onto the inside of the dome.

A. Immersive visual environment

The requirements for the immersive visual environment
as described in the introduction are: an ability to display an
environment over a wide angular extent; capability to contain
both a robotic eye and a human subject; and an ability to
present a wide range of stimuli across the entire environment.

Several solutions are possible to this problem, with the
most flexible being an environment projected onto the inside
of an enclosing surface. The form of the surface we have
chosen is spherical, as this layout provides the significant
advantage of a constant focal depth, allowing a camera
positioned at the centre to be calibrated once for the whole
field of view. Our environment therefore consists of a custom
built glass-fibre ’dome’ with a radius of 1.5m that covers
a vertical field of 120◦ and a horizontal field of 240◦. A
matt white internal surface receives an image produced by a
projector located behind the dome, and relayed by a quarter
sphere mirror as described in [9]; see Fig. 1 top panel.

The projector is a Canon SX6 with a native resolution of
1400×1050 pixels, brightness of 3500 lumens, contrast ratio
of 1000:1 and refresh rate of 60Hz. Using LCoS technology
the projector has a superior inter-pixel pitch and contrast
to LCD projectors, and suffers none of the aliasing effects
between camera and projector that are encountered by using
DLP projectors with colour-wheels.

In order to provide an accurate and undistorted image on
the surface of the dome the image must be distorted prior to
projection. The distorted image is created by re-mapping four
pinhole camera 90◦ field of view subimages with resolutions
of 512 pixels square into a single wide angle surface, as
shown in Fig. 2. This is performed at 60 FPS synced to the
projector refresh rate by mapping the images as textures onto
distorted OpenGL surfaces using custom software, which is
coded in C++ for speed. A calibration lookup table is used to



Fig. 3. The robotic eye performing a visual task in response to hand crafted
top down commands to an active vision model.

generate these surfaces. This table was created by measuring
the angular position of projector pixels on the dome surface
using a laser surveyor’s theodolite and entering the data into
a purpose written Matlab script. In addition to distorting the
displayed image it is necessary to account for the path length
of the projector light to different parts of the dome. The
farther the light must travel the more it will have diverged
and the more area it must cover. Thus it is necessary to
account for the increased brightness of the parts of the image
with short path lengths. For this purpose a second texture,
this time pure black, is combined with the image texture via
a multiplication operation with alpha (transparency) values
calibrated to the brightness of the projected image, resulting
in a greater darkening of the image with greater alpha value.
This provides for the observer at the focal point of the
dome, be they robotic or human, a geometrically correct
image with the correct brightness levels from the source, and
the display can provide this content, which can range from
simple psychophysics stimuli to 60 FPS full motion video,
out to the periphery.

In conclusion, we have constructed a visual immersion
dome which can cover the entire visual field with virtually
any stimulus, and allow subject interaction with the stimuli.

B. Robotic eye

Active vision is primarily concerned with eye movements
and thus, to satisfy our aim of comparing the performance of
models with that of humans, it is important that the robotic
eye is capable of providing performance similar to that of a
human eyeball. One additional constraint on the robotic eye
arises from the heterogeneous nature of the resolution of the
eye, and thus our chosen camera arrangement. One of the
key aims of our model is to react to phasic stimuli in the
peripheral visual field, which for human subjects extends to
over 70◦ from the centre of vision, albeit with significantly

reduced acuity [1]. In order to satisfy the requirements for a
wide field of view, and high resolution at the centre of vision
we decided to endow our pan-tilt motors with the capability
to drive a mount loaded with up to two cameras; one wide
angle and one narrow angle, whose outputs can be integrated
in software. Currently we are only running a single camera,
however the dual camera requirement informed our choice
of hardware (motors, gearbox and drive transfer).

For comparison between the computational models and
human subjects it is necessary that the pan-tilt has per-
formance that is comparable to that of a human eyeball.
The human eye can accelerate at up to 60,000◦/s2 and can
achieve a peak velocity of 800◦/s. It is therefore possible
for the eye to execute a saccade spanning 100◦ in less than
100 ms. The operating range of the eye is approximately +/-
50◦ horizontally and vertically, with high repeatability [10].
Humans typically make 3 or 4 saccades per second [1].

The camera hardware is mounted inside an aluminium
cage, which is further milled in order to minimise the
moment of inertia. The axle bearing assemblies used consist
of mountain bike headset bearings, as part of a goal to use
pre-fabricated components where possible in the construction
of the robotic eye.

In order to allow the camera cage, with its considerably
higher moment of inertia, to be rotated with performance
similar to that of the human eye, both the pan and tilt motors
are located on the base of the camera mount. This avoids
adding the mass of the tilt motor to the camera cage (see Fig.
2). The camera cage is driven by these motors via a push/pull
arrangement of cables, as shown in the Fig. 1 bottom panel.

Both motors are Schunk PowerCube PSM090 modules
sourced from Schunk UK. These motors have 20:1 GTE
harmonic drive gearboxes and integrated PID control cir-
cuitry that allows the motors to be controlled directly from
a PC using a CANbus interface. An API is provided for
both Windows and Linux. The motors are controlled using
the CANbus interface and the M5 API provided by Schunk
Gmbh. Since the cable spools on both the pan-tilt cage and
the motors have a 1:1 ratio the pan-tilt may be rotated by a
given angle relative to a zero startup position by using the
onboard PID controllers of the motors.

The camera enclosure currently contains an AVT Marlin
F-080C firewire (IEEE-1394a) with a 1032×778 sub-pixel
bayered sensor. Given suitable levels luminance from the
scene the camera can capture full resolution images at 30
FPS. A Fujinon varifocal fisheye lens is fitted with a field
of view that can extend to 180◦. Control of the camera is
undertaken through the Linux firewire kernel modules and
the libdc1394 libraries. Frames are received in a raw bayered
form and then split into red, green, blue and grayscale
channels with dimensions 516×388, one set of green pixels
is discarded.

Since the robotic eye attempts to provide performance
similar to that of a human eyeball we collected data on
the dynamics of the robotic eye and we now compare this
with the dynamics of a normal human. In collecting data
the robot was instructed to make a sequence of horizontal



movements of varying magnitude; this exercised the axis
with the greatest moment of inertia. Control of the motor
motion was provided by the onboard PID controller using
the default values. The movements ranged from 5◦ to 75◦.
The maximum frequency of motion sampling possible using
the test software was 67 Hz, so to compensate for the
sampling noise this low frequency introduced, 10 trials of
each magnitude movement were performed and the captured
traces averaged. The response profile was then differentiated
twice in order to derive velocity and acceleration profiles.
These profiles were then filtered in software using a low
pass Butterworth filter.

The results of the analysis of mechanical performance of
the robotic eye compared to the performance of the human
eye making ballistic movements (saccades) are shown in Fig.
4. The top panel of Fig. 4 shows that, while the profile of
the movement duration over different angular distances of
the robotic eye is similar to the saccadic durations of the
human eye, there is an offset in the duration of approximately
100 ms. The reason for this offset can be seen in the peak
acceleration and velocity plots shown in the bottom and
middle panels of Fig. 4 respectively.

The peak acceleration for the robotic eye is lower than
for the human eye, so in saccades where peak velocity
is not achieved, the human eye outperforms the robotic
eye. For long distance movements however, where the peak
velocity is reached, the higher peak velocity of the robotic
eye compensates for the low acceleration over the course of
the whole movement. The implications of these differences
will be further described in the discussion.

C. Distributed computing through BRAHMS

In order to provide the computational power to run the
models, the camera and motors of the robot are connected
via firewire and USB extenders to a dedicated hardware node
on our Beowulf cluster.

Running the simulation on the cluster is undertaken using
the BRAHMS (BRain And Head Modeling System) Modular
Execution Framework (brahms.sourceforge.net; [11]). This
middleware framework consists of a supervisor that provides
an interface against which components can be developed in
C, C++, Python and Matlab code currently. These compo-
nents are referred to as ‘processes’ in the BRAHMS lexicon,
and this should not be confused with the operating system
level usage of this term. Communication between processes
is provided by a user extensible set of data types. Thus
as long as the processes conform to the supervisor and
communication interfaces any functional code can be run
internally. This framework allows the camera and motor
interfaces to be easily wrapped as BRAHMS processes,
making it a straightforward task to introduce them as input
and outputs of the neural model.

BRAHMS provides the framework for running simula-
tions, however it has only a limited standard library of
processes, with basic data source and mathematical function-
alities. In order to simulate the biologically inspired models
we therefore needed to extend this functionality, which we

have done by creating a ‘toolbox’ of extra processes along
with the Matlab tools to utilise them efficiently. This toolbox
- MODLIN - provides a MODular means of creating arbitrary
networks of Leaky Integrator Neurons (LINs).

The MODLIN description consists of four classes of
process which can be easily combined to produce different
system behaviours. These are:

Activation processes: These processes provide the dy-
namics in the systems. They can have any dimensions.
Many inputs can be connected and these are then
integrated over time for each unit in the array to produce
the rate-coded average output for the unit. The output
is then connected to a single output function process.

Output function process: Following the activation
process there is an output function process that performs
a designated operation on the output of the activation
process, for example a piece-wise linear squashing
function. These processes take one input, but can output
to many projection processes. Any dimensions are al-
lowed, but it must match that of the connected activation
process.

Projection process: Projections provide weighted con-
nectivity patterns between output processes and activa-
tion processes, but can also be used to connect other
BRAHMS processes to activation processes. They take
one input and provide one output, which may have
different dimensions depending on the projection, for
example a one to one mapping requires equal dimen-
sions, but a one to all does not. Projection processes may
place further constraints on the number of dimensions
allowed.

Learning process: These provide a means to modify
the weights in a projection during runtime based on a
predefined learning rule.

To allow the high level description of MODLIN sys-
tems we have developed a set of Matlab scripts called
NodeWeaver. Nodeweaver simplifies the process of creating
complex MODLIN systems in BRAHMS by automating
most of the low level steps involved in describing the system.

One of the significant advantages of creating the model
in BRAHMS is that, since BRAHMS processes are discrete
computational units, the system can be easily divided up
into sections. Using the Matlab bindings of BRAHMS these
sections can be automatically produced and distributed over
several machines, or across the cores or processors of a single
machine. In the multiple machine case, communication be-
tween processes on different machines is handled via TCP/IP
over a LAN rather than through local memory. Clearly this
method of communication will not be as fast, but if the
system is distributed to minimise communications across
the network, and thus the computational workload is high
compared to the communications, significant speed increases
can be achieved.

1) Methods for testing the use of BRAHMS to increase
model performance: To test the performance gains possible



Fig. 4. Duration (top), peak velocity (middle) and peak absolute acceler-
ation (bottom) of a typical human (dashed) and the robotic eye (solid) for
movements ranging from 5 to 75 degrees

by distributing a model across multiple computers exper-
iments were run using four nodes from a cluster. Each
node comprises a dual-core Intel E6600 processor running at
2.4Ghz with 1GB RAM. Network connection is via Gigabit
LAN, and each node has a static IP address which is used to
identify it. The OS on the nodes is the Ubuntu distribution
of Linux running kernel 2.6.22 for x86 64bit machines.
BRAHMS is mounted on a network file system partition on
each node from the head node. No other computation other
than operating system housekeeping was running on these
nodes.
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Fig. 5. Performance of the distributed system (dashed = single node; solid
black = two node; solid grey = four node). Top: the performance of the
system as the workload of the system increases. Middle: the performance
as the connectivity of the system increases, relative to the performance of
the system on a single node and therefore showing overall system speedup.
Bottom: the per node performance of the distributed system, showing
inefficiency from overhead with the number of connections.



A MODLIN test system was constructed as a stack of
layers of leaky integrator neurons. Each layer contains 400
neurons, and 61988 synapses are computed between each
layer. Two tests were devised to test the performance of
BRAHMS distribution for this system. In both tests the time
to compute the system when distributed across 2 nodes and
4 nodes, and the time to compute on a single node as a
control, were measured by running the system 10 times and
recording the mean and standard deviation of the runs.

In the first test the number of layers of neurons was
increased, but the number of connections between nodes
was kept constant. Each node received one connection from
another node and initiated one connection to another in a
loop. These connections transmit 400 double data types every
iteration of the system, a total of 3200 bytes. The system was
run using 4, 8, 16, 32, 64 and 128 layers, distributed across
the nodes in each trial run.

The second test investigated the effect of increasing the
number of connections between nodes for a system with
32 layers, thus mimicking the effect of distributing an
increasingly complex system. Trials were run with form 3 to
29 connections per node in increments of two connections.
Two analyses were performed on the data from the second
test. Firstly, the ratio of the time taken for the single node
to compute the system, tA to the time taken to compute the
system for the multiple node trials tB was taken, to provide
a measure of the speed increase for the system tspeedup

(tspeedup = tA/tB). Secondly this value was scaled by the
computational workload of each node, to provide a measure
of the efficiency (teff ) with which the system was being
computed (teff = tspeedup/nnodes).

Since these analyses required data with uncertainty to be
combined, the standard deviations of the two data sets need
to be combined. Given the standard deviation in the single
node case σA, the standard deviation in the multiple node
case σB we need to find the standard deviation of the final
value σspeedup. Since the variances of each data set are
independent, the standard deviations are combined using (1).

(
σspeedup

tspeedup

)2

=
(
σA

tA

)2

+
(
σB

tB

)2

(1)

Fig. 5 shows the results of the tests and analyses described
above.

Run times are plotted in the top panel of Fig. 5 with er-
rorbars representing the standard deviation of the data across
the 10 trial runs. This panel shows that the speed reduction
with increasing workload is linear for each of the hardware
configurations. This means that there is minimal overhead
associated with larger systems when communications are
minimal. When communications are not minimal there is
an overhead associated with each extra connection per node
made, as can be seen in the middle and bottom panels of
Fig. 5. This overhead is greater in the case of four nodes
than with two.

III. DISCUSSION
We have described a flexible and extensible infrastructure

investigating active vision in biomimetic robots and humans
with: complex, wide field stimuli; realtime model deploy-
ment; and saccadic performance comparable with that of
humans.

With the equipment described in this paper we can sim-
ulate a wide variety of static and full motion immersive
environments which we can present to either robotic models
or human subjects. We have also built a robotic eye that
has performance similar to that of a human eye. The results
generated by testing the dynamics of the robotic eye around
the axis with the highest moment of inertia shows that, while
for small displacement movements the mass of the camera
cage prevents human performance, for longer displacement
movements the duration approaches that of the human eye.

For our research the most important factor is the latency
of the robotic saccades, rather than the movement profile.
During the saccadic movements our models do not process
the visual input, and therefore will not be influenced by
the profile of the movement. The increased duration of the
saccades will need to be factored in for sequences of small
duration saccades, however, if the results from the model are
to be compared against those human subjects. This factor will
influence our experimental design in such cases.

Further work may involve implementing the other two
forms of monocular eye movement on the hardware: smooth
pursuit - which involves maintaining foveation of a mov-
ing target; and vestibular-ocular reflex movements - which
compensate for the movement of the head. However, the
constraints of the hardware should not be a factor for these
forms of movement.

We will now discuss the performance gains that can be
achieved using BRAHMS, as there are several factors that
affect the performance of the system when distributed.

As noted earlier, there is a runtime speedup from shar-
ing the workload across more processors. Theoretically, for
identical machines, this will result in an increase in the speed
at which a model can be run proportional to the number of
machines the model is distributed across.

Counteracting the extra processing resources are the over-
heads associated with distributing the model. Distributing
using TCP/IP as the communication protocol, as we have
done, will result in communications overhead compared to
running the model on a single machine, and communicating
through shared memory. This occurs because TCP/IP is a
robust protocol with high message latencies. One solution to
this would be utilising a different communication protocol
such as Myricom’s MX protocol over a fibre optic Myrinet.
This may allow the overhead associated with latencies to be
reduced, and the distributed speed advantage increased. An-
other communications overhead is the maximum bandwidth
of the Gigabit LAN used to carry the data being exhausted
and throttling the passing of data, however this is unlikely
for the leaky integrator systems used here.

With reference to Fig. 5 it is worth noting that as the
workload of each node increases with the number of layers,



the time taken to compute an iteration increases, and the data
transmitted by the connections per second decreases.

The linear form of the overhead as the number of connec-
tions increases seems incompatible with exhaustion of total
bandwidth, as this would be expected to asymptote. A more
likely source of the overhead is from TCP/IP latencies, which
will become more significant the more communications are
made.

A real distributed model would be unlikely to have as
many connections as this test system, as at the maximum
connectivity the system has close to four connections on
average into, and out of, every layer in the system. Even
with this high level of connection, there is still a significant
advantage in run speed to distributing the system across
four nodes, with over three times the run speed compared
to running on a single node. Thus distributing the model in
this manner allows for significantly more complex models to
be run in realtime, and creating active vision models utilises
the computational power efficiently.

It should be noted that, while this equipment was designed
for investigating active vision, it can be used for a host of
other applications. For example, since we can display any
real world or virtual imagery in full motion inside the dome
it is possible to simulate entire environments for a robotic
agent to interact with, and these can react to the action and
movements signals that the agent generates to move around
the world. This can allow the field testing of autonomous
agents in a wide variety of situations without the expense
and delay of relocating to a new location, and with an ability
to instantaneously reset and precise repeatability. In addition,
should extra robotic hardware be required to be integrated
or added, the preliminaries of such integration can be done
in simulation in a virtual world by using software such as

Cyberbotic’s Webots (http://www.cyberbotics.com/) and thus
a range of problems overcome before beginning hardware
integration.
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